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Unstructured Text Data: A Valuable, 
Yet Largely Untapped Asset 
Government agencies at nearly all levels face the same challenge 
that commercial organizations have been confronting for years: 
how to capture, manage and use massive volumes of data, or 
“big data.”1  Complicating matters is the fact that in most cases, 
more than 80 percent of most organizational data is unstructured, 
such as freeform text from field reports, forms, abstracts, 
notes, comments, email, social media and other sources. This 
is particularly true for government agencies, as the collection 
and interpretation of unstructured text data is essential to many 
government processes and problem-solving activities.  

The challenge – and opportunity – presented by big data is 
only growing, as new unstructured data is being generated at 
unprecedented rates. According to a recent report published by 
the TechAmerica Foundation, Demystifying Big Data, “Since 2000, 
the amount of information the federal government captures has 
increased exponentially. In 2009, the U.S. Government produced 
848 petabytes of data and U.S. healthcare data alone reached 150 
exabytes. Five exabytes … of data would contain all words ever 
spoken by human beings on earth.”2  Most of this data is already in 
electronic formats, ripe for analysis. 

Unlocking Insights Hidden in Digital  
Documents
The time is now for federal, state and local government agencies 
to invest in technologies such as text analysis to help them unlock 
insights hidden in digital documents. Your government agency 
can use it to accurately gauge public sentiment, identify unmet 
needs, influence opinion, shape policy, identify hidden risks, 
stop fraud and collusive crime, and more. And when it comes to 
stopping crime, consider that adversaries are increasing their use 
of new types of analytics that enable them to analyze textual data 
with ease – and have valuable insights at their fingertips. 

Equally important, if you don’t address text analytics, you’re only 
addressing a piece of most problems today. To have the most 
accurate, precise and predictive results and insights, you need 
the largest, most comprehensive data set. And given the high 
percentage of government data that’s unstructured text, this 
means finding a way to include this data in analyses on a routine 
basis.

1 http://www.eweek.com/storage/slideshows/managing-massive-   
  unstructured-data-troves-10-best-practices/
2 http://public.dhe.ibm.com/common/ssi/ecm/en/iml14336usen/ 
  IML14336USEN.PDF

The Limitations of Traditional Analytic Solutions
Within most government agencies, analytical capabilities for text 
data haven’t kept pace with the rapid growth of unstructured 
data. For example, your organization may be relying primarily 
on traditional analytics, which is only appropriate for analyzing 
structured data, such as numerical data. But when it comes to 
analyzing text data – such as field reports, comments on numerical 
data and emails – traditional analytics falls short. Without an 
automated approach to text analysis, analysts often resort to 
manually sifting through text data sources. 

Manual analysis of textual data uses human intuition, which can 
be critical to successful text analysis. But it has its limitations. 
First, it’s best for producing qualitative results, which can’t help 
you put actual data points in the proper context – and context is 
essential to understanding. That’s why quantitative analytics are 
also needed to help you back up assumptions and conclusions, 
drive better decision making, and communicate the significance 
of your findings (for example, with visualizations). It lets you put 
meaningful numbers around textual insights and generate a 
paper trail that shows how you arrived at a given decision. Second, 
manual analysis takes an extraordinary amount of time and 
resources, which your organization may or may not have. Many 
government agencies spend thousands of hours annually on 
manual text analysis – time that’s taken away from other strategic 
efforts.

The good news is that by applying a hybrid of powerful analytical 
capabilities – text analysis, combined with predictive modeling 
and data visualization – you can quickly and efficiently perform ad 
hoc analysis of massive data stores of unstructured text. This paper 
focuses on text analysis.

Automated Text Analytics: 
Supplementing Human Eyes 
and Intuition with Greater Speed, 
Efficiency and Quality
There are certain jobs that the human mind is particularly good 
at, such as finding relevant detail and applying meaning to it. 
Text analysis can help you do this better and faster by combing 
through thousands of documents in seconds, highlighting trends 
so that analysts can quickly determine what’s important and needs 
further investigation. Even with automated text analysis, you still 
need human intuition to interpret the results and guide further 
data exploration and analysis. The automation adds value by 
saving your organization massive amounts of time and ensuring 
that relevant detail and trends aren’t overlooked. With automation, 
projects involving unstructured text analysis that used to take 

http://www.eweek.com/storage/slideshows/managing-massive-unstructured-data-troves-10-best-practices/
http://www.eweek.com/storage/slideshows/managing-massive-unstructured-data-troves-10-best-practices/
http://public.dhe.ibm.com/common/ssi/ecm/en/iml14336usen/IML14336USEN.PDF
http://public.dhe.ibm.com/common/ssi/ecm/en/iml14336usen/IML14336USEN.PDF
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thousands of work-hours to complete can now be finished in a few 
days, and large-scale projects that simply haven’t been feasible 
can now be undertaken and completed with ease. 

One-Time Versus Ongoing  
Text Analysis

You can employ text analysis as a 
one-time initiative for a special proj-
ect, or you can build it into your day-
to-day decision making processes. 
Ongoing text analysis requires that 
new textual data be fed into an 
analytical system for evaluation and 
scoring, as well as to update mod-
els. Incoming data can be scored 
based on a prebuilt predictive 
model or against a taxonomy for 
categorization, entity, and fact ex-
traction. We will explore both mod-
els and taxonomies in examples 
discussed later in the paper. 

How SAS® Can Help
With text analysis solutions from SAS, you can get insights from 
electronic text data regardless of format or location. Our solution 
uses sophisticated linguistic rules and statistical methods to 
evaluate text like a human mind would – minus the inconsistency 
and ambiguity. It automatically determines key phrases and topics, 
stems words, identifies synonyms and parts of speech, categorizes 
content, manages semantic terms, unearths sentiment and puts 
things in context. 

SAS text analysis solutions can help you:

•	 Identify	misclassified	data	by	identifying	potentially	misclassified	
targets, such as vaccine adverse reactions that should have been 
designated serious and need investigation. 

•	 Enhance	or	enable	predictive	models	with	text	data.
•	 Detect	topics,	trends	and	patterns	in	freeform	text.
•	 Categorize	and	perform	entity	and	fact	extraction	on	large	

volumes of data. Entity extraction includes people, places and 
things; fact extraction captures the context in which they occur, 
such as organizations connected to currency amounts.

The good news is that many of these tasks are largely automated. 
And they are easy to perform using graphical interfaces that 
SAS software provides. As a result, it doesn’t take a linguist to 
accomplish these tasks, and you can achieve results in short 
cycles. At the same time, you can empower your employees to 
be more productive; make faster, more informed decisions based 
on meaningful reports; streamline priorities and processes; and 
improve outcomes. 

In the following sections, we’ll explore the value of this technology 
in a variety of government contexts. 

SAS® Text Analytics: A Proven 
Technology 
Text analytics is incredibly useful when solving any government 
problem. It is a mature set of technologies that complements other 
analytic solutions, including predictive analytics and ad hoc, widely 
scalable visualization tools. SAS has successfully applied this 
technology in a wide range of government contexts, including:

•	 Counterterrorism/Intelligence: Investigators and analysts need 
real-time feedback on world events to help determine when and 
where the federal government should intervene in the interest 
of public safety. By analyzing social media data in conjunction 
with other intelligence, organizations are forecasting events such 
as protests and attacks, as well as levels of discontentment and 
stressors based on the recent history of these events. They are also 
identifying cultural shifts in attitude based on the conversations in 
social media and quickly assessing relevant topics and events from 
the enormous amount of open source media. 

•	 Biosurveillance: Government agencies need to develop and 
properly coordinate responses to potential epidemics (such as 
the H1N1 virus) or acts of bioterrorism (such as anthrax letters). 
By combining social media data with organizational data from 
sources such as 911 calls, poison control centers and hospitals, 
agencies analyze text to detect – or forecast – potential epidemics 
days or weeks ahead of conventional methods. Early detection 
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enables government agencies to take proactive steps to limit the 
spread of disease – for instance, by providing early warnings and 
recommendations to citizens and health care providers. They also 
use text analysis to accurately characterize the rise and decline of 
bioevents so resources can be efficiently allocated, resulting in 
substantial health care savings. 

•	 Health Analytics: Health agencies use text analytics to better 
understand and predict adverse events, such as vaccine reactions, 
as well as to assist with risk assessments when evaluating whether 
devices or drugs are safe for the market. For example, they analyze 
consumer feedback to identify and track unanticipated, longer-
term negative effects.

•	 Early Warnings for Financial Crises and Fraud: Information from 
social media has been used to highlight economic trends (such 
as extreme reduced spending) as an early signal for impending 
job loss.3  Such social media monitoring also serves as a safeguard 
against illegal, discriminatory and fraudulent practices, saving the 
US government and individuals countless dollars in damages. 

•	 Mortgage Foreclosure Analysis: Agencies analyze data from 
mortgage foreclosures to look for claims of wrongful foreclosure. 
These trends may indicate fraudulent schemes or bad lending 
practices, both of which require further investigation. 

•	 Workforce Analytics: As the government workforce changes over 
the years, agencies need to assess currently available skill sets and 
identify key skill loss from retirement. Text analytics helps decision 
makers and planners assess job descriptions, compile key skill 
sets and assess overlaps between job functions. As large groups 
of individuals retire, agencies can assess which skills are in danger 
of being lost and identify who can assume the responsibilities of 
retirees. 

3 For more information, visit www.unglobalpulse.org/projects/can-social- 
  media-mining-add-depth-unemployment-statistics.

•	 Financial Wrongdoing and Fraud: Agencies use text analytics 
to analyze allegations of financial wrongdoing. By analyzing text 
data about the history of allegations, as well as indicators about 
which ones lead to investigations that ultimately reveal actual 
wrongdoing, users generate models to evaluate and prioritize 
new allegations. This ensures that the analysts spend their limited 
investigative time on the right allegations.

•	 Cybersecurity: Not all cyberthreats are recorded in tabular format. 
Logs or reports can be mined for IP addresses, executable names, 
affected files and other information to identify how attacks are 
coordinated over multiple resources and across time. Agencies 
detect trends across the data to help users anticipate and prepare 
an appropriate defense for attacks.

•	 Research Analytics: Understanding previous research in key 
domain areas helps R&D organizations focus new research in 
unique areas and ensure that future endeavors do not repeat the 
mistakes of the past. Text analytics helps users understand key 
topics and patterns in previous research and how it applies to a 
current research endeavor. 

•	 Supply-Chain Logistics: Text analytics reveals logistics and supply 
issues affecting maintenance and other supply-chain related 
activities. For example, SAS has used text analytics to determine 
underlying supply-chain issues causing aircraft to be grounded for 
extended periods of time.
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Figure 1: Process flow for ongoing text analytics.
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How It Works
So how does automated text analysis work today? 

Figure 1 illustrates the process. Specifically, state-of-the-art text 
analysis solutions take structured and freeform text data relevant 
to a particular problem (for example, identifying vaccine adverse 
events using text data describing 21,000 separate events; see No. 
1 in figure below) and apply topic and cluster analysis through text 
mining to the data set (No. 2). This generates an enriched data set 
(No. 3) against which analysts can apply predictive modeling to 
model serious events, given information from both the structured 
and unstructured data (No. 4). Based on the predictive modeling 
results, analysts can combine the underlying data sets (No. 5) 
into one that’s suitable for ad hoc analytic exploration (No. 6). At 
this point, they can easily explore topics, facts and other useful 
information.  

Analysts can perform other tasks as well. For example, they could 
generate taxonomies to categorize content, extract key entities (for 
example, people, places and things), clarify facts (for instance, how 
entities may be involved in particular events), or analyze sentiment 
on a given topic. Running these taxonomies against incoming 
raw text data results in newly structured data that can be used 
in downstream analyses or visualizations – for example, in fraud 
analysis and detection, content coming in from tip lines that report 
financial wrongdoing. Because this approach to fraud analysis 
looks at all available data, it will generate a greater quantity of 
more accurate indications of fraudulent activity.

Ideally, text analytics solutions can take unstructured data from a 
variety of sources. This data may or may not be fused with existing 
structured data, but when it is, it can greatly enhance the utility 
of the analysis in two ways. First, when proper, structured data 
is associated with freeform text, it can drive efficient predictive 
modeling. For instance, to return to the vaccine adverse reaction 
example discussed previously, imagine that an analyst’s report 
includes flags indicating serious reactions associated with the text 
of each vaccine reaction. Given this information, the analyst can 
generate predictive models to scan new, incoming adverse events 
and flag the serious ones requiring immediate attention. The 
analyst can also review the history of adverse events and suggest 
serious reactions that may have been misclassified or overlooked. 
(This example will be explored in more depth in the following 
section.)

A Closer Look: Examples of Text 
Analysis Used in Government
The opportunities afforded by automated text analysis solutions 
are endless – and increasingly critical to the success of government 
agencies. As illustrated in the following examples, the value of text 
analytics lies in its ability to enhance human intuition and make 
analyst organizations more effective and efficient as they seek to 
turn massive text data sources into valuable insight. At the same 
time, it helps ensure that the right people look at the right things 
– for example, by quickly funneling documents and information 
about patterns, trends and risks to relevant people. Each of these 
examples uses actual, unadulterated, real-world data.

1: Establish a Framework for Research Analytics
To support research endeavors, analysts often rely on supporting 
research documents to prepare for – and guide – their new 
initiatives. For example, if they are working to develop a next- 
generation spacecraft, they need to quickly analyze relevant 
research in key areas so that past challenges are taken into 
consideration and mitigated. For instance, if an agency is building 
a new type of multistage rocket, it would want to avoid previous 
issues with stage separation, which occurs when two or more 
smaller rockets are attached and used to launch the space vehicle. 
As the rockets run out of propellant, they must be released to 
reduce the mass of the remaining rocket (without affecting the 
flight trajectory) and enable the remaining propellant to accelerate 
the rocket to its final speed and altitude.

For analysts responsible for ensuring that a new design avoids 
problems in past designs, they need to ask – and answer – 
questions such as:

•	 What	are	the	relevant	topics	of	research	I	need	to	consider?
•	 What	are	the	trends	in	this	research	over	time?
•	 Where	are	the	research	centers	that	have	the	expertise	in	these	

research areas?
•	 Who	are	the	experts	on	this	topic?

SAS Text Analytics and visualization software work together 
to address these types of questions quickly and accurately. 
For example, by using text analysis to extract relevant topics 
associated with stage separation from the relevant abstracts, 
researchers are presented with additional structured data that can 
be used to explore the abstracts through ad hoc visual analysis (as 
illustrated in Figure 2). So, for instance, a researcher can browse 
the newly available crosscutting categories (such as two-stage to 
orbit analyses, trajectory studies or wind aerodynamics), assess the 
relevant data sources (such as conference papers vs. proposals), 
identify the research centers that focus on this work (such as 
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Langley Research Center), and finally determine when the relevant 
research was performed and who did it.  

 

Figure 2: A visualization framework for research analytics. 
 
In summary, using text analytics to identify relevant crosscutting 
areas of research can help researchers visualize how these content 
areas trend over time, point them to the contributing research 
centers, and help them access expert contributors faster. To return 
to our example, this puts them in a much better position to ensure 
that future problems with stage separation within next-generation 
spacecraft do not occur.

2: Identify Serious but Often Overlooked  
Vaccine Reactions 
It is well known that vaccines can cause adverse reactions with 
varying degrees of severity. But given the tens of thousands 
of adverse events that occur, it has been difficult for analysts 
to identify trends from the data – particularly in the wealth of 
information captured in freeform text – and use these insights 
to improve vaccine safety. This has not only hindered mitigation 
efforts, but also prevented investigations into potentially serious 
but overlooked events. Many lives may be lost or forever altered 
because investigators aren’t able to process and understand 
vaccine adverse event data quickly enough. 

SAS solutions support an analytical approach that empowers 
investigators to turn text data about adverse reactions into 
powerful insights. The key enablers? SAS Text Analytics and SAS 
Visual Analytics solutions. 

These applications support a repeatable process that takes the 
structured and freeform text documenting tens of thousands of 
vaccine adverse events and performs topic and cluster analysis. 
The result is an enriched data set against which users can, for 
example, apply predictive modeling to model serious events. 
Based on the predictive modeling results, they can combine the 
underlying data sets into one that is suitable for ad hoc analytic 
exploration. For example, by applying text analytics topic and 
cluster algorithms against the text describing symptoms (for 
instance, a high fever or febrile seizure), the software can generate 
categories based on the seriousness of the reaction. Analysts can 
apply predictive analytics to these results to predict future serious 
events. And when these predictions are based on (or include) text 
data sources, they have proven to be accurate 80 percent of the 
time, compared to only 40 percent when text data is excluded 
from analyses. 

Equally important, visual analytics can be applied to the predictive 
information. For example, users can see the distinguishing 
characteristics of these correctly predicted serious reactions, as 
well as address questions such as:

•	 What	are	some	categories	of	reactions	that	people	are	
experiencing? 

•	 Can	we	explore	these	categories	in	an	ad	hoc	manner,	guided	by	
details of the adverse events individuals are experiencing?

•	 What	factors	characterize	serious	reactions?	Given	structured	data	
and symptom text, can we model and predict serious reactions?

•	 Can	we	take	a	second	pass	at	the	data,	looking	for	cases	that	may	
have been overlooked as serious, and are in need of investigation?

The visualization illustrated in Figure 3 (created using SAS Text 
Analytics) shows the distinguishing characteristics of correctly 
predicted serious reactions. A drop-down box in the upper-right 
area of the screen (denoted “category”) lets an analyst explore 
reactions specific to topics extracted as part of the text analysis. 
The pie charts in the upper left allow the analyst to explore both 
the predicted seriousness and the actual seriousness of the 
reactions in tandem. In the visualization we have selected, and 
subsequently filtered against, all reactions are correctly predicted 
to be serious. The blue treemap (expanded in Figure 4) is 
immediately populated with the key terms used by the predictive 
models to differentiate serious from minor reactions.
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In the visualization illustrated in Figure 5, SAS software has derived 
367 potentially serious reactions that may require review for 
possible misclassification. A large number of them are associated 
with seizure activity – but in most cases, not febrile seizures 
because Motrin was not being administered. For the particular 
rule where reactions associated with seizure in the hospital where 
Motrin has not been administered, there are four such instances 
flagged for potential misclassification (as noted in the four rows of 
the table at the bottom of the screen). The second one, which has 
been blown up in the gray box, is a great example of a potentially 
serious reaction that has been misclassified, as it includes a 
hospital referral and potential neurological results, and there was 
no mention of fever. These findings indicate that an investigation 
into the associated vaccine may have been overlooked due to 
misclassification. SAS Text Analytics combined with SAS Visual 
Analytics enables an efficient way for researchers to revisit these 
367 potential misclassifications to see if any warrant investigation.

In summary, text analytics combined with visual analytics offers an 
efficient, powerful analytical approach to address vaccine adverse 
reactions. (Without automated text analytics software, it would 
take an exponentially larger amount of time to produce accurate 
results that were qualitative in nature rather than quantitative.) 
Researchers can model, predict and explore serious reactions 
to get a sense of the primary characteristics of these reactions. 
When armed with the right software, they also have mechanisms 
for taking a second pass at the data, discovering cases of serious 
reactions that may have been overlooked and need further 
investigation. All this enables government research teams to 
properly prioritize what their limited analyst and investigative 
personnel work on, as well as ensures that no serious event is 
overlooked. This kind of analytical decision support can potentially 
save lives and ensure quality of life for citizens. 

3: Use Early-Warning and Situational Analysis 
to Enhance National Security
Government intelligence agencies need useful, real-time feedback 
on world events to help them determine when and where they 
should intervene in the name of public safety. To do this, they 
need a way to identify, assess and locate societal and cultural 
shifts related to events and topics – including the sentiment of 
populations. Failing to do so increases the risk of terrorist activity 
and loss of life, the resurgence of militant groups, and economic 
and political upheaval at home and abroad.

An example of this kind of feedback is provided below. In this 
example, SAS has compiled data from open-source social media 
looking for indications of protest (noted by the brown line), 
discontentment (noted by the blue line) and stressor events such 
as attacks (noted by the purple line) in Yemen from January 2013 
to April 2013. This data is visually depicted on a timeline. 

  
Figure 3: Dashboard overview of adverse events.

 

Figure 4: Close-up of treemap showing the text rules denoting 
serious events.
Some of the differentiating factors identified using SAS software – 
in particular, its predictive capabilities – are straightforward (such 
as cases where individuals have been admitted to a hospital). 
Others are less so, such as reactions associated with seizure in 
the hospital where Motrin is not administered. The reason Motrin 
is significant is that it is often given for a febrile, or fever-related, 
seizure, which is a less serious type of seizure. Text analytics can 
automatically identify this distinguishing characteristic of a febrile 
seizure, as well as separate it from more serious seizure reactions.

 

Figure 5: Visualization to identify potentially misclassified adverse 
events.
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Start Small and Grow
Text analysis is faster and easier to implement than you may 
believe. You can start small – for example, by deploying software 
supporting exploratory text analysis and visualizations, or topic 
extraction solutions that can be applied to textual repositories. 
These solutions deliver quick time to value – often in just a few 
days or weeks, depending on the readiness of your data for 
analysis and how many data sources you want to bring together. 
Alternatively, you can deploy software for just one analytical 
project, which will give your organization an opportunity to see 
the value of text analysis solutions firsthand. You can then invest in 
other capabilities over time and, if appropriate, move to ongoing 
text analysis across your organization.

Once deployed, text analytics can supplement and enhance 
human intuition – and enable analysts to do more than ever before. 
When this technology is deployed in conjunction with dashboards 
that support ad hoc exploration, such as visual analytics and social 
media analytics tools, they can also see more than ever before and 
keep pace with the explosive growth of big data.

Learn More
Text analytics turns big data into an organizational asset by helping 
analysts automatically assess, analyze, understand and act upon 
the insight buried in electronic text data sources. They can then 
incorporate the new information gained into real-time intelligence 
– as new variables for visualization and predictive analysis, and as 
metadata for other specialized document retrieval applications. As 
a result, decision makers like you can make faster, more informed 
decisions based on meaningful reports, streamline priorities and 
processes, improve outcomes and more. 

To learn more about how your organization can benefit from text 
analytics, visit sas.com.

 

Figure 6: Time series social media data visualized to understand 
regional instability in Yemen.

While SAS provides a number of interactive capabilities for 
working with this data, this snapshot depicts some relevant trends. 
First, the spikes of data around Feb. 6 are reactions to the US 
drone policy. Second, the spikes around Feb. 21 indicate a stressor 
event and subsequent protest. This event was a case where 
peaceful anti-government protestors in southern Yemen were 
fired upon. The spikes of events on March 4 indicate a subsequent 
reaction where 12 pro-government militia, along with 13 others, 
were killed in a car bomb attack. As such, social media and the 
spikes in activity along certain dimensions, including stressor 
events, protests and general discontentment in the region, 
become predictor signals for future events and subsequent 
reactions.

SAS Text Analytics can use text from social media as an early-
warning tool and provide situational awareness in foreign regions, 
helping the US government determine when to intervene for the 
purposes of public safety, both at home and abroad, to prevent 
the spread of terrorist groups and save lives. It can also help 
determine how US policy is received abroad and give decision 
makers the insight needed to proactively mitigate the negative 
aspects of unpopular government policies.

http://www.sas.com
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